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Why learning from interaction with people is important?

1. Make learning faster

2. Make problem specification faster

3. Practical applications: dialog systems, robots, prostheses, BCI,
recommender systems, ...

4. Collaboration towards a common goal is crucial for solving complex
problems

5. More generally, if machines are to successfully integrate, they have to
communicate with people and understand their goals and needs
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Example: AlphaGo

• Learning initially from expert games (rolled out)

• Policy then fine-tuned with reinforcement learning
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Making learning faster

• Rather than let the agent explore on its own everywhere, rely on human
data to guide the agent

• Imitation learning: take human trajectories, learn a policy that emulates
the human

Eg, Dagger (Ross et al)

• Problems:

– Agent may not know what to do outside the data distribution it has
seen

– Data from the demonstrator is assumed to be optimal
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Mixing imitation learning and RL

• Goal: maximize expected cumulative return

• Constraints: value of the demonstrated action cannot be too far off from
the value of the action take

• Expressed using slack variables

• Yields an SVM-style optimization problem (joint work with B. Kim, A-m
Farahmand and J. Pineau, NIPS’13)
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Example: Results with suboptimal demonstrations
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Figure 2: (a) Performance with a sub-optimal expert. (b) Performance with an optimal expert. Each
iteration (X-axis) adds 100 new expert data points to APID and DAgger. We use n = 3000�m for
APID. LSPI treats all data as RL data.

to avoid obstacles. We use an iRobot Create equipped with Kinect RGB-depth sensor and a laptop.
We encode the Kinect observations with 1 ⇥ 3 grid cells (each 1m ⇥ 1m). The robot also has three
bumpers to detect a collision from the front, left, and right. Figures 3a and 3b show a picture of the
robot and its environment. In order to reach the goal, the robot needs to turn left to avoid a first box
and wall on the right, while not turning too much, to avoid the couch. Next, the robot must turn
right to avoid a second box, but make sure not to turn too much or too soon to avoid colliding with
the wall or first box. Then, the robot needs to get into the hallway, turn right, and move forward to
reach the goal position; the goal position is 6m forward and 1.5m right from the initial position.

The state space is represented by 3 non-negative integer features to represent number of point clouds
produced by Kinect in each grid cell, and 2 continuous features (robot position). The robot has three
discrete actions: turn left, turn right, and move forward. The reward is minus the distance to the
goal, but if the robot’s front bumper is pressed and the robot moves forward, it receives a penalty
equal to 2 times the current distance to the goal. If the robot’s left bumper is pressed and the robot
does not turn right, and vice-versa, it also receives 2 times the current distance to the goal. The robot
outputs actions at a rate of 1.7Hz.

We started from a single trajectory of demonstration, then incrementally added only RL data. The
number of data points added varied at each iteration, but the average was 160 data points, which is
around 1.6 minutes of exploration using ✏-greedy exploration policy (decreasing ✏ over iterations).
For 11 iterations, the training time was approximately 18 minutes. Initially, ↵

m was set to 0.9, then
it was decreased as new data was acquired. To evaluate the performance of each algorithm, we ran
each iteration’s policy for a task horizon of 100 (⇡ 1min); we repeated each iteration 5 times, to
compute the mean and standard deviation.

As shown in Figure 3c, APID outperformed both LSPI and supervised LfD; in fact, these two meth-
ods could not reach the goal. The supervised LfD kept running into the couch, as state distributions
of expert and robot differed, as noted in [1]. LSPI had a problem due to exploring unnecessary
states; specifically, the ✏-greedy policy of LSPI explored regions of state space that were not rele-
vant in learning the optimal plan, such as the far left areas from the initial position. ✏-greedy policy
of APID, on the other hand, was able to leverage the expert data to efficiently explore the most rele-
vant states and avoid unnecessary collisions. For example, it learned to avoid the first box in the first
iteration, then explored states near the couch, where supervised LfD failed. Table 1 gives the time it
took for the robot to reach the goal (within 1.5m). Only iterations 9, 10 and 11 of APID reached the
goal. Note that the times achieved by APID (iteration 11) are similar to the expert.

Table 1: Average time to reach the goal

Average Vals Demonstration APID-9th APID-10th APID-11th
Time To Goal(s) 35.9 38.4 ± 0.81 37.7 ± 0.84 36.1 ± 0.24
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• Left: learning from sub-optimal demonstrations

• Right: Learning from optimal demonstrations
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Results with robot demonstration
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Figure 3: (a) Picture of iRobot Create equipped with Kinect. (b) Top-down view of the environment.
The star represents the goal, the circle represents the initial position, black lines indicate walls, and
the three grid cells represent the vicinity of the Kinect. (c) Distance to the goal for LSPI, APID and
supervised LfD with random forest.

5 Discussion

We proposed an algorithm that learns from limited demonstrations by leveraging a state-of-the-art
API method. To our knowledge, this is the first LfD algorithm that learns from few and/or suboptimal
demonstrations. Most LfD methods focus on solving the issue of violation of i.i.d. data assumptions
by changing the policy slowly [23], by reducing the problem to online learning [1], by querying
the expert [2] or by obtaining corrections from the expert [3]. These methods all assume that the
expert is optimal or close-to-optimal, and demonstration data is abundant. The TAMER system [24]
uses rewards provided by the expert (and possibly blended with MDP rewards), instead of assuming
that an action choice is provided. There are a few Inverse RL methods that do not assume optimal
experts [25, 26], but their focus is on learning the reward function rather than on planning. Also,
these methods require a model of the system dynamics, which is typically not available in practice.

In the simulated environment, we compared our method with DAgger (a state-of-the-art LfD
method) as well as with a popular API algorithm, LSPI. We considered four scenarios: very few but
optimal demonstrations, a reasonable number of sub-optimal demonstrations, abundant sub-optimal
demonstrations, and abundant optimal demonstrations. In the first three scenarios, which are more
realistic, our method outperformed the others. In the last scenario, in which the standard LfD as-
sumptions hold, APID performed just as well as DAgger. In the real robot path-finding task, our
method again outperformed LSPI and supervised LfD. LSPI suffered from inefficient exploration,
and supervised LfD was affected by the violation of the i.i.d. assumption, as pointed out in [1].
We note that APID accelerated API by utilizing demonstration data. Previous approaches [27, 28]
accelerated policy search, e.g. by using LfD to find initial policy parameters. In contrast, APID
leverages the expert data to shape the policy throughout the planning.

The most similar to our work, in terms of goals, is [29], where the agent is given multiple sub-
optimal trajectories, and infers a hidden desired trajectory using Expectation Maximization and
Kalman Filtering. However, their approach is less general, as it assumes a particular noise model in
the expert data, whereas APID is able to handle demonstrations that are sub-optimal non-uniformly
along the trajectory.

In future work, we will explore more applications of APID and study its behaviour with respect to
�i. For instance, in safety-critical applications, large �i could be used at critical states.

Acknowledgements
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• Graph shows distance to goal

• Mixing human and RL data is best
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Incorporating demonstrations using guided policy search

Learning Dexterous Manipulation for a Soft Robotic Hand from
Human Demonstrations

Abhishek Gupta1 Clemens Eppner2 Sergey Levine1 Pieter Abbeel1

Abstract— Dexterous multi-fingered hands can accomplish
fine manipulation behaviors that are infeasible with simple
robotic grippers. However, sophisticated multi-fingered hands
are often expensive and fragile. Low-cost soft hands offer
an appealing alternative to more conventional devices, but
present considerable challenges in sensing and actuation, mak-
ing them difficult to apply to more complex manipulation
tasks. In this paper, we describe an approach to learning from
demonstration that can be used to train soft robotic hands
to perform dexterous manipulation tasks. Our method uses
object-centric demonstrations, where a human demonstrates
the desired motion of manipulated objects with their own
hands, and the robot autonomously learns to imitate these
demonstrations using reinforcement learning. We propose a
novel algorithm that allows us to blend and select a subset
of the most feasible demonstrations to learn to imitate on
the hardware, which we use with an extension of the guided
policy search framework to use multiple demonstrations to
learn generalizable neural network policies. We demonstrate
our approach on the RBO Hand 2, with learned motor skills
for turning a valve, manipulating an abacus, and grasping.

I. INTRODUCTION

Dexterous multi-fingered hands can accomplish fine ma-
nipulation behaviors that are infeasible with simple robotic
grippers. However, control of multi-fingered hands for such
complex manipulation skills is exceedingly difficult, due to
the complex dynamics of the hand, the challenges of nonpre-
hensile manipulation, and under-actuation. Furthermore, the
mechanical design of multi-finger hands tends to be complex
and delicate. Although a number of different hand designs
have been proposed in the past [1], [2], [3], many of these
hands are expensive and fragile.

In this work, we address the problem of autonomously
learning dexterous manipulation skills with an inexpensive
and highly compliant multi-fingered hand — the RBO
Hand 2 [4]. This hand (see Fig. 1) is actuated by inflating air-
filled chambers. Lack of sensing and precise actuation makes
standard control methods difficult to apply directly to devices
like this. Instead, we use an approach based on learning from
demonstrations (LfD) and reinforcement learning (RL).

In LfD, the robot observes a human teacher solving a
task and learns how to perform the demonstrated task and
apply it to new situations. Demonstrations are typically given
visually, by kinesthetic teaching, or through teleoperation.

1Department of Electrical Engineering and Computer Sciences, Univer-
sity of California at Berkeley, CA, USA. {abhigupta, svlevine,

pabbeel}@berkeley.edu
2Robotics and Biology Laboratory, Technische Universität

Berlin, Germany. The author gratefully acknowledges financial
support by the European Commission (SOMA, H2020-ICT-645599).
clemens.eppner@tu-berlin.de

Fig. 1. The RBO Hand 2 manipulating an abacus.

However, these techniques are difficult in case of the RBO
Hand 2. A demonstrator cannot manually move all of the
fingers of the hand for kinesthetic teaching, and the hand
lacks position sensing to store such demonstrations. Even
direct teleoperation via intuitive interfaces, such as gloves
or motion capture, is non-trivial, because although the RBO
Hand 2 is anthropomorphic in design, its degrees of freedom
do not match those of the human hand well enough to enable
direct mapping of human hand motion.

However, the goal of most dexterous manipulation is to
manipulate the poses of objects in the world, and a task can
often be fully defined by demonstrating the motion of these
objects. These kinds of “object-centric” demonstrations are
intuitive and easy to provide, but because the robot does not
directly control the degrees of freedom of moving objects in
the world, they cannot be imitated directly. Instead, we use
reinforcement learning to construct controllers that reproduce
object-centric demonstrations.

One crucial challenge that we must address to utilize
object-centric demonstrations is to account for the mismatch
between the morphology of the human expert and the robot.
Since the robot cannot always reproduce all object-centric
demonstrations, we propose a novel algorithm that automat-
ically selects and blends those demonstrations that the robot
can follow most closely, while ignoring irrelevant demonstra-
tions that cannot be reproduced. This algorithm interleaves
assignment of demonstrations to individual trajectory-centric
controllers with reinforcement learning to optimize these
controllers, such that they imitate their assigned demonstra-
tions. We formulate the objective for trajectory-centric RL in
terms of the Kullback-Leibler(KL) divergence between the
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• Gupta et al, 2016: multiple demonstrations of grasping done by humans

• Data put in an object-centric perspective

• Guided policy search: human data is used as a “smart” policy to guide
the robot policy

• Optimization of reward with a KL term for deviating from the policy
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Making problem specification faster

• Observing human data gives an implicit reward function

• Inverse reinforcement learning (starting with Ng et al, 2003)

• Preference elicitation: another way of trying to extract rewards from
humans
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Extracting abstractions from humans

• What options are humans using?

Cf. Konidaris et al

• What features are important for the task?

Cf. Dietterich et al

• It may be important for the RL agent to also package its knowledge in
an understandable form
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Communicating with humans

• Dialog systems: very important application

• Lots of success in constrained, information-finding tasks (e.g. NJFun)

• Some success in open tasks (cf Cobot)

• Lots of current work in personal assistants of various sorts, but harder
problem
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Questions for the workshop

• Are the algorithms we have sufficient for successful human-RL agent
interaction?

• What ideas can we bring in from purely human interaction methods?

• How can we take interaction into account to make exploration better?

• Can we use interaction to learn models/abstractions?

• What are effective cooperation methods?
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